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Abstract

In this paper we present a protocol for reliable multicast within a group of mobile hosts that com-

municate with a wired infrastructure by means of wireless technology. The protocol assumes that the

wireless coverage may be incomplete and message losses could occur even within cells, due to phys-

ical obstructions or to the high error rate of the wireless technology, for example. A novel feature of

our proposal is that it tolerates failures in the wired infrastructure, i.e., crashes of stationary hosts and

partitions of wired links. In particular, upon such failures mobile hosts simply observe that the covered

area has shrunk. The covered area will enlarge back to its original extension when the failure recovers.

We evaluate our protocol by means of an extensive simulation analysis. The main �ndings of our anal-

ysis are: the protocol exhibits very good scalability properties; the performance degradation induced by

fault-tolerance is moderate.

Keywords: Group communication, replication, incomplete coverage, hand-off, total order.

1 Introduction

Computing architectures based on portable computers and wireless networking are becoming a reality. Users

may be equipped with hand-held computing devices and roam around freely while maintaining connectivity

with a wired computing infrastructure through a number of wireless cells.

Mobile wireless systems typically require special solutions, for a number of reasons. Traditional network

protocols implicitly assume that hosts do not change their physical location over time. Mobile devices have

severe resource constraints in terms of energy, processing and storage resources. Wireless networks are
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characterized by limited bandwidths and high error rates. Furthermore, mobility introduces new issues at

the algorithmic level. For example, a mobile host may miss messages simply because of its movements, even

with perfectly reliable communication links and computers that never crash [1]. All the above reasons imply

that specialized protocols are required for extending to mobile hosts functionalities common for stationary

ones.

In this paper we present a protocol for reliable and totally-ordered multicast within a group of mobile

hosts. By this we mean that: (i) each mobile host delivers all multicasts, without duplicates; and (ii) any two

mobile hosts that deliver two multicasts deliver these multicasts in the same order.

Reliable and totally-ordered multicast is an important building block for applications composed of re-

mote processes that have to cooperate tightly [15]. This communication primitive has proven its power in

the context of traditional, i.e., static and wired, distributed computing. Our proposal makes this primitive

available on mobile wireless systems. Moreover, we support this primitive in spite of (a certain number of)

crashes of stationary hosts and partitions of wired links. The fault-tolerance properties of our protocol may

greatly extend the scope of potential applications of mobile computing, including emergency management,

plant control, traf�c monitoring, stock market exchange, on-site data collection, for example. Fault-tolerant

support for mobile wireless systems is, in our opinion, an important topic, yet it has not received much

attention from the research community so far.

We model a mobile wireless system as follows (see Figure 1). There is a set of stationary hosts (SHs)

connected by a wired network and a set of mobile hosts (MHs) that may move and communicate through

wireless links. Some SHs, called mobile support stations (MSSs), may communicate also through wireless

links. Each MSS de�nes a spatially limited cell covered by a wireless link. A MSS may broadcast messages

to all MHs in its cell and send messages to a speci�c MH in its cell, whereas a MH may only send messages

to the MSS of the cell where it happens to be located. Notice that we do not assume any network support

for routing messages to a speci�c MH.
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Figure 1: Example system with �ve MHs and seven SHs. Four SHs are MSS. Wireless cells are indicated

as dashed areas within the roaming area. Notice that portions of the roaming area are out of coverage.

An important feature of our model is the incomplete coverage of wireless cells, i.e., MHs may roam in

areas that are not covered by any cell. A MH may move across adjacent cells but it may also �disappear�

within the uncovered area and enter any other cell, perhaps after a �long� time. Movements occur without

prior negotiation. The resulting scenario is quite general because it accommodates contemporary wireless

LAN's, infra-red networks requiring line-of-sight connectivity, disconnected modes of operation, long-range

movements, picocellular wireless networks in which the cell size is of the order of a few meters, such as a

room in a building.

The message pattern of our protocol follows common approaches for reliable multicasting among MHs

in mobile wireless systems [1, 3, 7, 18, 22]. AMHwishing to issue a multicast sends a request to the MSS of

the cell where it happens to be located. The MSS forwards the message to a SH that processes this request,

includes the payload, and forwards the payload to all MSSs. MSSs broadcast the payload in the respective

cell. Unlike earlier proposals, however, our protocol has no notion of hand-off : when a MH switches cell,

there is no interaction between the MSSs of these cells. Full details will be given later.

Our work is based on a design philosophy aimed at improving reliability of �nal applications, in partic-

ular, with respect to failures:

1. Availability of MSSs must affect only availability of applications, not their correctness. In particular, a

MSS failure should merely shrink the covered area, without affecting correctness. That is, the protocol
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should still deliver all messages, in total order and exactly-once, even if a MSS crashes.

2. The state shared among SHs should not be updated upon each movement of MHs. Otherwise, perfor-

mance could be penalized and failure handling would be more dif�cult.

3. One should avoid to assume that the wireless coverage is complete. Otherwise, even a single physical

obstruction, or particularly unfortunate area, or MSS malfunctioning, could compromise correctness.

4. One should avoid to make hypothesis on users' movements. Otherwise, even a single inopportune

movement could compromise correctness.

5. Critical state information should not be kept on MSSs, but on �ordinary� SHs. This choice allows

using systematic and established techniques for improving the availability of these hosts, such as

replication based on group communication [9].

6. MSSs should be freely added or removed without stopping the system or compromising correctness.

MSS addition may be necessary for upgrading or coverage enhancement, whereas MSS removal for

maintenance or failure.

Our approach satis�es all the above requirements (note that they may be applied to mobile computing

in general, not only to the speci�c problem of reliable multicast). In particular, a failure in the wired

infrastructure may simply provoke a shrinkage in the covered area, that will expand to its original extension

when the failure recovers. For example, if a MSS crashes, then all MHs that happen to be in the cell of

the crashed MSS will become temporarily unable to communicate. They will be able to communicate again

when either the MSS recovers, or they move to another cell.

We have analyzed the performance of the proposed protocol by simulation both in normal operating

conditions (i.e., in the absence of failures) and in the presence of failures at MSSs and SHs. We found

that the proposal is indeed practical. In normal operating conditions the impact of fault-tolerance on the
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performance of the protocol is moderate. The increases in the (average) message latency is of only few

milliseconds with respect to the non fault-tolerant version of the protocol.

2 System model

Each wired link and each wireless cell provides FIFO-ordered communication without duplicates. Messages

may be lost. Message loss in a wired link occurs as a result of network partitions. Such partitions may

recover. Message loss in a wireless cell may occur because of physical obstructions or because of the

intrinsic features of wireless technology, e.g., high error rate. Hosts communicate solely via messages. Of

course, while a MH is out of coverage no communication with it is possible. Similarly, SHs partitioned from

each other cannot communicate among themselves. SHs may crash and a crashed SH may recover. MHs do

not crash (see also below).

The system is asynchronous in the sense that neither message delays nor computing speeds can be

bounded with certainty. This characterization is a general and realistic one as it allows abstracting away such

features as variable loads imposed by users and unknown scheduling strategies on hosts and communication

links. Notice that a process cannot determine with certainty whether a remote process that appears to be

unresponsive has crashed or happens to be very slow.

It will be clear from the protocol description that the protocol is resilient also to crashes of MHs. The

only problem is that state information about a crashed MH would never be discarded by SHs. In practice,

however, SHs might unilaterally garbage-collect information not accessed for a very long time. Of course, a

MH deemed crashed might reappear suddenly from the uncovered region, for example. On the other hand,

there is no way to exclude such possibilities in asynchronous systems (unless one is willing to wait for an

in�nite time before deciding whether a remote process actually crashed). Another practical issue is that a

crashed MH should be able to participate again in the application after its recovery. This feature may be
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achieved by: (i) supporting a dynamic group of MHs that may exchange multicasts; and (ii) requiring that

multicasts be delivered only by current members of the group. The protocol proposed here assumes a static

set of MHs but it may be extended toward supporting (i) and (ii) quite simply [6].

3 Related work

To the best of our knowledge, the only work with scope similar to ours is [2]. This work introduces resilience

to failures of MSSs in a non fault-tolerant reliable multicast protocol proposed by Acharya and Badrinath [1]

(see also below). However the system model is much more restrictive than ours because: (i) communication

is reliable, both in the wired network and in wireless cells (in particular, it does not allow message loss

thereby excluding, for example, physical obstructions within cells and partitions of wired links); and (ii) it

assumes that a process can detect with certainty whether a remote process is active or crashed (fail-stop

failures).

The protocol in [2] adds fault-tolerance to the one in [1] by associating each MH with a set of MSSs,

denoted S(MH), and by replicating state information about that MH at each member of S(MH). Whenever

a MH sends a message or there is a message addressed to it, members of S(MH) have to execute a replica

control protocol and this protocol must be able to tolerate host failures. Note that it is necessary to execute

one instance of the replica control protocol for each MH, whereas in our proposal one instance of a replica

control protocol suf�ces for all MHs. The cited work mentions two alternatives for such protocol. The

one that is more ef�cient requires additional mechanisms (network �ush or rollback) that are not detailed.

Furthermore, no performance analysis is provided and the complex interaction among (i) replica control

protocol, (ii) MSS recovery, and (iii) hand-off, are only outlined 1. Our protocol is fully detailed and, in our

opinion, is much simpler to implement.

1The paper claims that the composition of S(MH)may change dynamically, but it appears that this issue has been oversimpli�ed,

in particular, with respect to the interaction just mentioned.
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The protocol by Acharya and Badrinath, hereinafter the AB-protocol, was the �rst multicast protocol

ensuring reliable (FIFO) delivery in the context of mobile computing and has been highly in�uential in the

design of later protocols [3, 7, 18, 22]. Although none of these protocols is fault-tolerant, it is useful to

discuss them brie�y to emphasize the differences with our proposal. Each MSS maintains, for each MH

in its cell, an array of sequence numbers describing the multicasts already delivered by that MH. The MSS

uses this array to forward pending messages in sequence and without duplicates. If the MH switches cell,

the array is moved to the new MSS by means of a proper hand-off procedure. Therefore: (i) The state shared

among SHs is updated upon each movement; (ii) MSSs maintain critical state information (i.e., each MSS

remembers the sequence numbers of multicasts delivered by each MH in its cell); and (iii) each MSS is a

single point of failure (i.e., if a MSS crashes, the above sequence numbers are lost for each MH in the cell).

These features explain why the fault-tolerant extension in [2] requires a complex interaction among several

sub-protocols.

The AB-protocol and the protocols derived from it assume reliable communication in the wired network

and in the wireless network. As pointed out about [2], this assumption excludes partitions of wired links

and appears to exclude uncovered regions and physical obstructions within cells, that are instead part of our

system model.

The mobility assumptions of the protocols being discussed refer to each single move, e.g., a MH must

remain in a cell long enough to complete each hand-off. In contrast, our protocol depends only on global

assumptions, i.e., of the form �a group member does not move very fast, all the time�. Movements at inop-

portune times can only cause an occasional performance penalty and do not affect correctness. Furthermore,

such penalty disappears when the MH stops moving �too fast�.

Note that the AB-protocol provides reliable delivery without requiring routing support for MHs, e.g.,

Mobile IP, much like our proposal. Multicast protocols that rely on Mobile IP are generally targeted at dif-

ferent application domains and provide unreliable, best-effort, unsequenced delivery [13, 21]. In particular,
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no messages are delivered during a cell switching and messages possibly lost will not be recovered in the

new cell. With respect to the use of Mobile IP, note also that: (i) it would not solve the problem of recovering

from lost messages; (ii) it would make it more dif�cult to exploit the broadcast capabilities of the wireless

medium when many MHs are in the same cell; (iii) it would generate traf�c in the wired network even while

no new multicasts are generated, for tracking the location of each MH.

The protocol proposed here is an extension of the protocol in [8] that was not fault-tolerant and assumed

reliable communication in the wired network. As an aside, performance analysis by simulation showed

that the proposal in [8] outperforms the AB-protocol in terms of latency, scalability, bandwidth usage

ef�ciency and quickness in managing cell switches of users [4]. The proposal in [8], as well as the one in this

paper, borrows a crucial idea from the implementation of reliable multicasts in �static and wired� distributed

systems: the use of a centralized sequencer for totally ordering multicasts and for storing multicasts that have

not been acknowledged yet [15]. Note, however, that here we refer to a completely different system model:

mobile hosts, wireless communication, incomplete spatial coverage.

Finally, other forms of fault-tolerant support for mobile hosts were proposed in [14, 17, 19]. All such

supports refer to problems and operating environments different from ours. Support for a FIFO channel

from a MH to a (fault-tolerant) SH is considered in [14]. Checkpointing and recovery from node failures is

considered in [19], in the hypothesis of reliable communication and fail-stop node failures (i.e., failures are

reliably detected). A similar problem is considered in [17], but without addressing failures of SHs.

4 Overview of the protocol

We begin by brie�y outlining the non fault-tolerant version of the protocol. Messages have a �eld of enu-

merated type, called tag and indicated in SMALLCAPS, that indicates the purpose of the message. We say

that a host H receives a message m whenm arrives at the protocol layer at H , and that H delivers m when
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the protocol forwards m up to the application.

A MH wishing to issue a multicast sends the payload to the local MSS with a NEW message. MH

retransmits this message until receiving an acknowledgment (possibly from a different MSS, if the sending

MH moves during the handshake). The MSS forwards the message to a designated SH acting as coordina-

tor. A NEW message carries a sequence number locally generated by the sending MH, which enables the

coordinator to process NEW messages in sequence and to discard duplicates. The coordinator constructs a

NORMAL message containing the payload of the NEW message and a locally generated sequence number.

The resulting message is then multicast to MSSs that broadcast it in the respective cell. Each MH uses

sequence numbers of NORMAL messages to deliver these messages in sequence without duplicates (i.e., in

total order) and to detect missing messages. In the latter case, the MH sends a retransmission request to the

local MSS. This request is tagged NACK and speci�es an interval of missing sequence numbers. When a

MSS receives a NACK, it relays the missing NORMAL messages to the sending MH. The MSS obtains such

messages from a local cache or, in case of a miss, from the coordinator. MSS requests missing messages to

the coordinator with a FETCHREQ specifying an interval of sequence numbers. The coordinator responds

with a FETCHREP containing the required messages. A NACK from a MH implicitly acknowledges delivery

of previous multicasts. MSSs extract this information and forward it to the coordinator, with STABINFO

messages. Note that MSSs do not store critical state information: such information is kept by the coordi-

nator and merely cached by MSSs for ef�ciency. Note also that each MSS reacts to cell switching without

interacting with other MSSs.

The fault-tolerant extension proposed here is obtained as follows.

1. A MH no longer assumes that a message arrived at a MSS will eventually arrive at the coordinator

� the MSS might crash, or a partition might occur. Instead, a MH keeps on retransmitting a NEW

message until receiving the matching NORMAL message (a MSS that receives a NEW message does

not respond to the sending MH with an acknowledgment, as this acknowledgment would be useless).
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2. The role of the single coordinator is played by a set of SHs, called coordinators. This set appears

to MSSs as a single �coordinator service�. The service is available in spite of (a certain number

of) failures of coordinators and connecting links. In particular, availability of the service requires

a majority of coordinators. Coordinators interact among themselves through group communication

(GC) [9]. GC may be thought of as a software layer exporting to applications a membership service

and a communication service for reliable multicasting within a group of processes. These two services

are tightly integrated so as to simplify the programming of distributed algorithms in the face of host

crashes and recoveries, network partitions and mergers. More details will be given in section 4.1.

3. A MSS sends its messages to a designated coordinator, say C. The MSS might not receive a response

for several reasons, including: (i) C is not able to interact with a majority of coordinators (section 4.1);

(ii) the message from MSS to C is lost; (iii) the response from C to MSS is lost. Should a response

not arrive within a speci�ed timeout, the MSS will send the next request to another coordinator.

The request not yet answered will be retransmitted by the originating MH, as pointed out above

(1). The policy for associating coordinators with MSSs is irrelevant to this paper. Of course, timeouts

expiring too soon must not affect correctness. To this end, the coordinator service maintains internally

information suf�cient to detect duplicate requests (section 4.1).

For the sake of brevity, we will discuss in the next section only the implementation of the coordinator service.

Full details about the actions at MHs and MSSs can be found in the companion report [16].

4.1 Coordinator Service

Interaction among coordinators occurs through group communication (GC) [9]. A detailed description of GC

is beyond the scope of this paper and we provide below only the necessary background. GC is implemented

by a dedicated software layer at each coordinator.
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Coordinators form a group (this notion of group has nothing to do with the group of MHs). The GC

layer provides consistent information about the set of coordinators that appear to be currently reachable.

This information takes the form of views. The GC layer determines a new view as a result of crashes,

recoveries, network partitions and mergers. New views are communicated to coordinators automatically,

through special messages called view changes. When a coordinator C receives a view change carrying the

new view V , C is informed that it can communicate with the coordinators listed in V . To proceed further,

we need a few simple de�nitions: (i) C installed a view V means that C indeed received the corresponding

view change; (ii) two views V;W are consecutive means that a coordinator installs V and then installs W ;

(iii) the view that is current at C is the one speci�ed by the last view change received by C; (iv) C delivers

message m in view V means that C delivers m when the view that is current at C is V .

The key guarantee of GC is that view changes are globally ordered with respect to the receiving of

multicasts: Given two consecutive views V and W , any two coordinators that install both views must have

received the same set of multicast messages in view V . For example, consider a coordinator C1 that delivered

V and supposeW is delivered as a result of the crash of C1. If C1 crashed while performing a multicast m,

then (i) all coordinators that install V andW receivem (and do so before installingW ); or (ii) none of them

receives m. Clearly, this property is very powerful for reasoning about fault-tolerant algorithms.

The GC layer supports partitionable membership, i.e., it allows multiple views of the group to exist

concurrently, to model network partitions. Moreover, the GC layer supports uniform multicast: if any

member of view V delivers multicast m, then each member of V delivers m or crashes. We present the

algorithm in the hypothesis that a view including a majority of coordinators always exists. The algorithm

may be extended to accommodate the more general case in which the majority view temporarily disappears.

The variables maintained by each coordinator include the following: boss, the identi�er of a designated

member of a majority view; cseq, the sequence number of the last NORMAL message sent; normal-

buffer, a set containing all NORMAL messages that might not be stable, i.e., that are not known to have
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been delivered by each MH; �nally, member-table, a table with one element for each MH. Each element

is a record whose �elds are: mid, that identi�es the MH; new-num, the sequence number (generated by

the MH) of the last NEW message received from mid; cseq-mid, the cseq assigned to the last NORMAL

message generated upon processing a NEW sent by mid; delivered, the highest sequence number of a

NORMAL message that has certainly been delivered by mid.

Each coordinator C executes a loop in which at each iteration it receives either a message or a view

change. If the current view is not a majority, C skips to the next iteration � C ignores all messages and

waits for a suf�cient number of failures to recover. Otherwise, C acts as follows. Receiving of a message

provokes the transmission of an ACK to the sending MSS (to prevent expiration of the time-out at MSS). In

addition:

� A NEW message is forwarded to the boss. When the boss receives one such message, it multicasts

the message within the majority view. Let m denote a message multicast by the boss and let mid

denote the MH that originated the associated NEW message. Upon receiving m, each coordinator

C performs the following actions: (i) extract the entry, say e-mid, of member-table associated

with mid; (ii) determine whether m is a duplicate and, in this case, discard m without any further

processing (this check is done by comparing �eld new-num of e-mid to the sequence number

in m, selected by mid itself); (iii) update �eld new-num of e-mid; (iv) increase cseq (system-

wide sequence number); (v) construct a NORMAL message mN including, in particular, the payload

speci�ed by mid and cseq; (vi) store a copy of mN in normal-buffer; �nally, (vii) the boss

multicasts mN to MSSs. In short, coordinators proceed in locksteps and, in particular, they maintain

identical copies of their variables.

� A FETCHREQ message is processed locally (such a message is sent by a MSS whose local cache does

not contain a NORMAL message requested by a MH). The FETCHREP reply is constructed based on
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the normal-buffer.

� A STABINFO message is multicast within the view (such a message describes the NORMAL messages

certainly delivered by a speci�ed MH). Upon receiving this multicast, each coordinator records the

related information in the pertinent entry of member-table and clears from normal-buffer

messages that have been delivered by every group member.

Network partitions, mergers, host crashes and recoveries are handled simply. GC reports them automat-

ically to coordinators in the form of a new view. Upon receiving a view change, the boss sends a copy of

its variables to each coordinator that was not in the previous majority view. Then, the coordinator service

starts processing again messages from MSSs, as all coordinators in the new majority view have identical

variables. If the boss has left the majority view (e.g., it crashed), then a new boss is elected by applying

a deterministic function to the composition of the view (this function must select a member of the previous

majority view). Variables to the coordinators that have possibly entered the majority view will be sent by

the new boss. Notice that all coordinators receive the same view, hence they can easily coordinate their

reaction to the view change based solely on the view composition, i.e., without dedicated message-exchange

rounds.

It may be useful to observe what follows: (1) The boss might crash during steps (i)-(vii) above, i.e.,

before actually multicasting the NORMAL message to MSSs. In this case, MHs will eventually detect a

hole in the stream of sequence numbers and ask retransmission; (2) When surviving coordinators receive

the view notifying about the crash of the boss, they will certainly have the same variables: GC ensures that

prior to the view change they have delivered the same set of multicasts from the boss.
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5 Simulation

Our simulation analysis is divided into two parts. In the �rst part we evaluate the system performance in

normal operating conditions, i.e., in the absence of failures. The purpose of this part is to capture the inherent

cost of fault-tolerance in the proposed protocol. In the second part we assume that failures may occur, in

the form of crashes at gateways and coordinators, and we analyze the ability of the protocol to react to such

failures.

5.1 Simulation Environment

We set the numerous parameters that characterize the protocol similar to [6], which provides a simulation

analysis for the non fault-tolerant version. We consider an operating environment with 40 MSSs and 100

MHs. A MH remains in a cell for a random time interval. The length of this interval is exponentially

distributed (see [3, 10]), and its average Tcell is set to 10 seconds for each MH. The wireless coverage is

complete and the message loss rate in the wireless network is 0.1%. Message losses are assumed to be

independent.

All MHs receive multicasts (Nr=100) whereas a subset of them withNs=10 members may generate 512-

byte messages. Message generation is a Poisson process, i.e., times between the generation of successive

messages are random variables exponentially distributed [3, 13, 18, 20]. Each sender generates, on the

average, 8 messages/sec corresponding to a bit rate of approximately 33 Kbps.

We consider a wireless bandwidth of 1 Mbps and a wired bandwidth of 10 and 100 Mbps, respectively.

In particular, we assume that coordinators are interconnected by a high speed wired LAN at 100 Mbps

while gateways are connected each other and to coordinators by means of a 10 Mbps wired infrastructure

(a preliminary version of this work analyzed the case in which all stationary nodes were connected by a

10 Mbps wired infrastructure [5]). Propagation delays, i.e., times messages take to travel from one node

14



to another, are as follows. Wireless propagation delays are negligible as cells are supposed to be relatively

small in size (ten to hundred meters). Wired propagation delays are assumed to be exponentially distributed

[18]. The average for messages from MSSs to coordinators or back is 1.5 msec, whereas for messages from

coordinators to the boss is 2 msec (these point-to-point messages are sent through group communication).

Uniform multicast from the boss to coordinators is modeled as an additional exponential delay with average

(Nc + 0:4) msec, where Nc is the number of coordinators [11].

In our simulations we also consider processing time, i.e., time necessary to process a message. We

estimated it as described in [6] and it ranges from a few msec to hundreds of msec, depending on the message

tag (NEW, NORMAL, etc.) and on the host where the message is processed (MH, MSS, coordinator, boss).

The independent replication method is used to estimate the performance measures, and the con�dence

level is set to 90%.

5.2 Analysis in the absence of failures

Fault-tolerance obviously comes at a cost. A protocol designed to be fault-tolerant is likely to exhibit, even

in the absence of failures, performance worse than that of a protocol that does not tolerate failures. In

this section we evaluate such costs in order to capture the inherent cost of fault-tolerance in the proposed

protocol. Accordingly, we assume reliable communication in the wired network and SHs that do not crash.

We compare the performance of the proposed protocol with the non fault-tolerant version. This com-

parison is based on the average message latency, i.e., the average time elapsed from the instant at which a

message is generated at a sending MH to the instant at which the same message is delivered by a (generic)

destination MH. We analyzed latency for varying number of coordinators, sending MHs, mobility of MHs

and message loss rates in the wireless network. Curves labelled asNc = 1 refer to the non fault-tolerant ver-

sion while the other curves relate to the fault-tolerant protocol proposed in this paper. The non fault-tolerant

version is a signi�cant baseline because, as shown in in [4], it outperforms earlier approaches (AB-protocol,
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Figure 2: Average latency as a function of the number of receivers (left) and of the number of senders (right),

for different numbers of coordinators.

see section 3)

Figure 2-left shows the average latency as a function of the number of receivers for different number of

coordinators (Nc). The key observation is that the fault-tolerant version maintains the very good scalability

properties of the non fault-tolerant one. Figure 2-right shows the average latency as a function of the number

of senders, i.e., of the aggregate message rate. Although average latency increases with the number of

senders, it is important to observe that even in this case curves for different values of Nc are approximately

parallel. In other words, the fault-tolerant version maintains approximately the same scalability properties

of the non fault-tolerant one even when the aggregate message rate is increased.

The fault-tolerant protocol exhibits higher average latency as a result of the following factors:

1. Each message m experiences an additional step with respect to the non fault-tolerant version: from

the coordinator associated with the MH that originated m to the boss.

2. When the boss receives a NEW message it does not multicast the related NORMAL message immedi-

ately, but it sends a uniform multicast within the view and waits for delivery of this multicast.

3. NEW messages are implicitly acknowledged by the related NORMAL message from the boss, while in

the non fault-tolerant version they are explicitly acknowledged by the local MSS. It follows that MHs

have to use longer time-outs in order to minimize useless retransmissions, but this delays retransmis-
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Figure 3: Average latency as a function of mobility (left) and of the wireless network unreliability (right),

for different numbers of coordinators.

sion of messages that are actually lost. In our experiments we set the time-out for the fault-tolerant

version to 100 msecs, and the one for the non fault-tolerant version to 10 msecs.

We show in the following that the contribution of point 3 is indeed signi�cant and cannot be neglected.

The contribution d1 due to point 1 can be calculated as follows. Let dC!B be the latency for messages from

a coordinator C to the boss. Since messages originated by MHs associated with the boss do not incur in this

latency, we have:

d1 =
Nc � 1

Nc

� dC!B

The average value of d1 can be obtained from this formula having observed that the average value of

dC!B is 2.04 msec (resulting from the sum of transmission and propagation delays). The average value

for the contribution d2 due to point 2 is (Nc + 0:4) msec, where Nc is the number of coordinators (see the

previous section). For Nc = 2 the increase in latency with respect to the non fault-tolerant protocol (curve

labelled Nc=1 in Figure 2-left) is approximately 5 msecs. Since Nc = 2 corresponds to d1 = 1:02 msec and

d2 = 2:40 msec, it follows that the contribution of these two factors does not suf�ce to characterize the cost

of fault-tolerance.

Figure 3 shows the in�uence of MH mobility (Figure 3-left) and wireless network unreliability (Figure

3-right). Mobility is expressed in terms of the number of cell switches per second experienced by each
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MH, which is the inverse of the Tcell parameter, i.e., the average time interval a MH remains inside a cell.

Unreliability of wireless links is expressed as the percentage of lost messages.

Both plots exhibit a similar behavior. In particular, the difference between the non fault-tolerant protocol

and the fault-tolerant protocol (for example withNc=2) increases as mobility or message loss rate grows up.

The similarity can be easily understood if one considers that movements of MHs cause message losses. The

increase in the distance between curves related toNc = 1 andNc > 1, respectively, is a consequence of point

3 above. If the fraction of NEW messages which get lost increases, then the average delay for recovering

these messages increases accordingly. Furthermore, the buffering delay at the sending MH increases as well

(MHs use a simple stop and wait transmission scheme).

To summarize, we can conclude that the latency cost induced by fault-tolerance in normal operating

conditions (absence of failures) is in the order of a few msecs. Components of the additional delay indicated

above as d1 and d2 are �xed and cannot be reduced (for a �xed wired network technology and operating

environment). The delay component d3 could be lowered by using at MHs: (i) a transmission scheme

more sophisticated than the simple stop and wait approach (e.g., a window-based scheme); and/or (ii) a

shorter time-out for NEW messages. However, the former would induce higher computational load at MHs

while the latter would cause useless retransmissions and, thus, wastage of wireless bandwidth as well as

computing and energy resources at the MH. Based on the above results, we believe that these solutions

would lead to minor performance improvements that would not compensate for their drawbacks. However,

in a different scenario, e.g., when MSSs are distributed in a geographical area rather than in a local area, use

of a window-based transmission scheme could be appealing.

5.3 Analysis in the presence of failures

In this section we investigate the behavior of the protocol in the presence of failures. The possible range

of failure scenarios is obviously enormous. For this reason, we focus on the failure of either one MSS or
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Figure 4: Average message latency (left) and average message realignment time (right) with a crashed MSS,

as a function of mobility.

one coordinator. We consider that failures are permanent, that is, a failed node remains not available for the

entire simulation experiment. We assume Nc=2 in all the experiments.

5.3.1 Crashes at MSSs

Whenever a MSS crashes the related cell becomes an uncovered area. MHs that happen to be located within

that cell are unable to communicate. They will reconnect as soon as they enter the covered area again, which

may occur either because they move to another cell, or because the crashed MSS recovers.

Clearly, the crash of a MSS may affect performance. First, MHs that pass through the uncovered area

tend to deliver messages after a longer delay. Second, the number of lost messages tends to grow, thereby

increasing the overall system load. Note, the latter issue implies that even MHs that never pass through the

uncovered area could experience some performance degradation.

To evaluate the effects of a MSS crash we divided MHs into two classes: crash-aware MHs never enter

the uncovered area; crash-unaware MHs may pass through the uncovered area. We measured the average

message latency experienced by MHs in each class, as a function of mobility. The results are in Figure 4-left

(the curve corresponding to the absence of failures is also shown, to simplify the comparison). As expected,

the failure of a MSS affects also the performance perceived by crash-aware MHs. The reason for the strong

effect of mobility is quite evident: If the mobility increases (i.e., Tcell decreases) the number of messages

19



Figure 5: Average message latency with a crashed MSS as a function of mobility, for crash-unaware MHs

(left) and crash-aware MHs (right). Each graph includes curves corresponding to different sizes of the cache

at MSSs.

missed in the uncovered area decreases accordingly.

To characterize performance in more detail, we also measured the average realignment time for crash-

aware MHs, i.e., the average time a MH takes to recover all messages missed while in the uncovered area.

More precisely, this is the average time interval between: (i) the instant at which the MH leaves the un-

covered area; and (ii) the instant at which the last message missed in the uncovered area is delivered to

the application layer at the MH. Clearly, this is an important aspect that is not captured by the measures of

average latency. The results are in Figure 4-right. The reason for the strong dependence on mobility is the

same as that discussed for Figure 4-left. It can be seen that the average realignment time is always less than

Tcell. This means that, on the average, all messages missed in the uncovered area are recovered in the next

cell.

Some form of control on the performance degradation caused by MSS crashes can be exercised by

proper sizing of resources in the wired network, i.e., MSS cache and number of coordinators. Intuitively,

increasing the former may result in a smaller number of messages to be fetched from coordinators, thereby

lowering the overall system load. Increasing the number of coordinators may result in a lower load (on the

average) on each coordinator. We investigated these two options and summarize our results below.

Figures 5-left and 5-right show the average message latency as a function of mobility for crash-unaware
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and crash-aware MHs, respectively. Each graph includes curves for various cache sizes. It can be observed

that increasing the cache size indeed results in a smaller latency and that this improvement occurs for both

classes of MHs. However, increasing the cache size beyond a certain value (1024 messages in our exper-

iments) does not produce any further improvement in latency. The reason is because the cache hit ratio is

already close to 1. With respect to the realignment time, we have found that the MSS cache size is largely

irrelevant. The reason is because the realignment time is almost completely determined by the wireless

transmission times and queuing delays at the MSS, and these delays are not in�uenced by the cache size.

As for increasing the number of coordinators, we found by simulation that this strategy might be useful

only when the cache size at MSSs is small (hit ratio sensibly smaller than 1). When the hit ratio is close to 1,

increasing the number of coordinators has no effect on the latency and realignment time for crash-unaware

MHs, but it has a negative impact on the latency for crash-aware MHs. The reason is that increasing the

number of coordinators results in a higher latency for the communication between coordinators.

5.3.2 Crashes at Coordinators

In the previous section we analyzed the steady-state performance of the protocol following the crash of a

MSS. The steady-state performance anaysis following the crash of a coordinator may be obtained from the

analysis in the absence of failures (section 5.2): IfNc is the number of coordinators in normal operating con-

ditions, the steady-state performance after a coordinator has crashed is that observed in the same conditions

but with Nc � 1 coordinators.

However, it is important to investigate how quickly the system reacts to the crash of a coordinator. Recall

that MSSs detect failures of coordinators by means of a simple timeout mechanism. When a MSS sends

a message to a coordinator C it also sets a timer. If the expected acknowledgment does not arrive within

a prede�ned timeout tout, MSS assumes that C is no longer alive and selects a new coordinator from the

coordinator pool. It follows that when a coordinator crashes there will be some messages (those addressed
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Figure 6: Average detection time as a function of the retransmission time at MSSs.

to that coordinator) that experience an additional delay. Clearly, this is an important performance-related

issue that is not captured by the steady-state analysis. For this reason, we decided to evaluate the average

detection time, that we de�ne as the average time interval from (i) the instant at which a coordinator crashes;

and (ii) the instant at which a MSS detects the crash.

Figure 6 shows the average detection time as a function of tout (it is assumed that the group commu-

nication layer detects failures of coordinators much faster than tout ). It can be observed that the average

detection time grows linearly with tout, but it is greater than tout itself. To explain this behaviour, consider

the two extreme cases: (i) the coordinator crashes just before sending the acknowledgment; (ii) the coordi-

nator crashes immediately after sending the acknowledgment. In case (i) the MSS detects the crash as soon

as the timer expires, i.e., after tout sec. Note that this case corresponds to the faster possible detection for

the MSS. In case (ii) the MSS will receive the acknowledgment, thus it will assume that the coordinator is

still alive. It follows that the crash will be detected after tout sec following the next transmission, i.e., the

detection time in this case is greater than tout and depends on the message inter-arrival time at the MSSs.

With respect to the effect of the crash of a coordinator on the average latency, we observe that only the

�rst message that a MSS sends after the crash experiences an additional delay (due to the detection time),

whereas the subsequent messages from that MSS will not experience any additional delay because they will

be forwarded directly to the new coordinator. Besides, a smaller number of coordinators implies a smaller
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time for the synchronization steps amongst coordinators.

Finally, we observe that most of the above discussion applies unchanged to the case in which a network

partition isolates a MSS from the coordinator it is associated with. Being based on time-outs, the failure

detection mechanism used by MSSs is clearly unable to distinguish between a failure of the coordinator and

a network failure.

6 Concluding remarks

We have presented a protocol for offering fault-tolerant support to (totally ordered) reliable multicast within

a group of MHs. The protocol tolerates crashes of SHs and partitions of wired links. To our knowledge, no

other protocol provides these functionalities.

A key feature of the proposed protocol is that movements of MHs do not require any interaction among

SHs, which is important for performance and simplicity. Not only this feature simpli�es failure handling,

as there is no need to implement a fault-tolerant hand-off, it also contributes to ef�ciently support large

populations of MHs roaming across small cells. This scenario is gaining importance due to the trend toward

smaller cells motivated by their advantages in terms of improved aggregate throughput and smaller power

required for transmitting [12].

MSSs do not store any critical state information, which simpli�es the accommodation of their failure

and recovery. They merely act as forwarding switches and as caches of state information whose primary

copy is kept elsewhere, i.e., at coordinators. Replication through group communication is the main tool for

enhancing availability of this information and for preserving its consistency in spite of failures.

Users may roam in areas not covered by the wireless network and messages could be lost even within

cells. Users may enter and leave cells at any time and without prior negotiation: they are only required to

not move very fast all the time. If users move too fast or at times that are inopportune for the protocol, then
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they will experience an occasional performance penalty (i.e., they will loose messages), but the protocol

will still be correct. Moreover, the penalty will disappear once they stop moving too fast. Other protocols

are based on more restrictive mobility assumptions, e.g., users do not move while hand-off is in progress

[1, 3, 7, 18, 22].

As discussed in more detail in [6], size of message headers, size of data structures at MHs, number of

messages in the wired network for each multicast do not depend on the number of group members. These

factors contribute to make the protocol highly scalable.

We performed an extensive simulation analysis to evaluate our protocol both in normal operating condi-

tions and in the presence of failures at MSSs and coordinators. The results obtained show that the protocol

is indeed practical and exhibits very good scalability properties. In normal operating conditions the in-

crease in the average latency experienced by messages (with respect to the non fault-tolerant version of

the protocol) is limited to some milliseconds. Such increase, that represents the inevitable cost to achieve

fault-tolerance, depends on the number of coordinators thereby enabling one to obtain the desired trade-

off between performance and availability. We also evaluated the impact on the system performance due to

crashes at coordinators and MSSs, and the responsiveness of the protocol in detecting and managing coor-

dinator (or link) failures. Speci�cally, we found that the performance degradation caused by MSS failures

can be signi�cantly reduced by an appropriate sizing of MSS caches.
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